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ABSTRACT
For software engineering to gain widespread acceptance as an engineering discipline, its theories, metrics and methods must be based on science and must be held to the same scientific rigor as those of other fields. Both physical and social sciences offer many limits to software metrics which should be recognized and addressed.
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1 INTRODUCTION
As one searches for more accurate metrics in the field of software engineering, it is important to examine the theoretical limits of their accuracy. Predictions and judgments based on software engineering methods are only as sound as their underlying models and metrics.
One must recognize that, as Hughes says, software development is a human activity system [8] and may not exclusively be modeled along the lines of the physical sciences. Given this, one may benefit from theories and insights developed by the social sciences such as economics. However, both the physical and social sciences offer limits which may apply to software metrics.
The emphasis of this paper is the limits of software metrics as they relate to the human activity of software development. The limits are presented as a set of broad categories so that specific limits may be identified and addressed properly. The purpose of identifying these limits is not to discourage development in the field of software engineering, but to encourage a responsible approach to it.
2 Software Metrics

Software metrics serve at least two purposes: assessment, an understanding of what has come before, and prediction, an understanding of what is likely to happen. 
For instance, a software project manager might want to know how developer time is being spent. Metrics must be meaningful for the manager to make informed decisions.

Alternately, the manager for a larger project may need to estimate the size of the software development effort required. This manager may not be a programmer himself and must rely on a trusted model for estimation, backed by accurate metrics. The resulting estimate is itself expressed as a metric, which should be comparable to measures taken after the fact to validate the model.
In either case, one must have an understanding of the limits of metrics in order to make credible assessments or predictions. If metrics turn out to be less accurate than claimed, then the sensible thing for a manager to do is discard current predictions and future ones gathered under the same process. But if the theoretical limits are known before they manifest themselves, then they can be accounted for and the metrics presented with more confidence in their accuracy.
This paper presents a taxonomy of the limits of software metrics, not a categorization of the metrics themselves. But it is important to recognize that the limits on metrics for assessment are different from the limits on prediction. Limits on assessment metrics tend to be concrete and based on principles in physical science, while the limits on prediction  metrics generally fall within the realm of philosophy and their defenses are more likely to be based on an underlying assertion about the nature of reality.
3 Economic Limits

Developers and managers may want to take as many measurements as possible, but each measurement of software development requires a nonzero amount of effort, which is then available for neither development nor management. 

This is important not only in the extreme, when an organization is devoting all its time to measurements and none to actual software development. Each metric has a marginal benefit, which is itself a separate metric. Recording each metric also has a marginal cost. The benefit must be greater than the cost over a specific term, or the metric should be discarded. 

Some benefits are tangible, while others can only be guessed at. When the benefit is calculable, the calculation itself requires a finite effort. When the benefit can only be estimated, then the probability that there will be no benefit must be accounted for as a risk.
In practice, taking metrics usually requires infrastructure and forethought. The costs of a metrics program are rarely fungible: when trying to perform a controlled experiment, dropping a given metric often gives little benefit and adding one may be impossible. Cost vs. benefit considerations are more important in the planning stages of a project, and estimation must come from previous projects and published studies with credible statistics.
4 Fidelity Limits

Just as one shouldn’t believe a measurement in micrometers taken with a ruler, they shouldn’t believe a number presented to more decimal places than it is expected to achieve. 
For instance, suppose an estimate of development hours within 25% of the actual value (pred(0.25)) is desired. Suppose also that the actual value is 2000 hours. The prediction value could be anywhere from 1500 to 2500 hours and still be considered an accurate prediction. Given this, the prediction should not be presented with more than one significant digit. If an estimation model gave a value of 2748.36 hours, it should be presented as 3000 hours.

Thus, pred(0.25) gives a range of uncertainty that is half the size of the desired value itself. Even one significant digit is often too much; if the true value (or, failing that, the mean estimated value from several models) is 8000 hours, then estimates should be presented as 4000, 8000, 12000, and so on. 

Put another way, the estimate from a pred(0.25) model is always 2, where the units of 2 are defined as half of the model's estimate. If the actual time or cost is not 2 (that is, less than 1.5 or more than 2.5), then the model was unacceptably inaccurate, but if the actual value is 2, then the model worked within its claimed accuracy. 

To be able to use one significant digit in base 10, our estimates must be within pred(0.05) an acceptably high period of time. If 8 is the estimate, then actual values from 7.5 to 8.5 would be held as correct. In this case, we actually have an acceptable pred(0.0625), but the model must be held to a higher standard in order to handle numbers up to 10. 
Another question is what constitutes an acceptably high period of time. The rule of thumb in software estimation is that a model should be within pred(0.25) 75% of the time. If estimates are normally distributed around the actual values, then this accuracy is just over one sigma, far from the common manufacturing goal of six sigma [13] or even three sigma.
Those who understand pred() can be given the estimate and the range, but other customers/stakeholders should not be given a number with more precision than it truly represents. If, as Lewis asserts [9], the science of software estimation evolves to the point that estimators can be held legally liable for poor estimates, then our numbers must be as accurate as any scientist or accountant. If the estimate is 2, then 1 is wrong and 3 is also wrong and either outcome must be explained. Given the accuracy of current models, non-numeric estimates should be considered for presentation.
Sometimes, a numeric value is not what is needed. Fenton and Pfleeger [5] raise the importance of the representational theory of measurement. Without going too deeply into the theory here, Fenton’s critique is that consideration should be given to whether the numeric values of metrics are interval (also known as cardinal) or ordinal. 

Many software development models, COCOMO being one of the more prominent [4], take an ordinal rating and apply it as a ratio number. In the case of COCOMO and the scale factors, take the basic formula:
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Where PM is the effort in person-months, A is based on the type of software being developed, KSLOC is the number of source lines of code in thousands and 
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where Wi is one of a series of scaling factors.
Each increase of 1 in a given Wi increases PM by a factor of A(KSLOC)0.01. This increase applies equally to a change from “largely familiar” to “thoroughly familiar” in precedentedness and to a change from “largely cooperative” to “thoroughly cooperative” in teamwork. Ordinal ratings are being used to generate changes to ratio or interval values, and should be examined closely.
Note that a metric need not be numeric to be cardinal. If, for instance, "Small", "Moderate", "Large" and "Very Large" are given as outputs in a model and each label is explicitly defined to represent twice the value of the previous label (the logarithm being cardinal), a large range can be represented with a small mapping and no misrepresentation of the error margin.

5 Observational Limits

The basis of engineering is science. If software engineering intends to apply engineering principles to software development, then it must begin with scientific principles.

In physics, Heisenberg's Uncertainty principle states that the act of observing a system invariably has an effect on the system, so that a physical quantity can only be known up to a certain point. The Uncertainty principle is only a minor limit on software metrics in physical terms. However, observation tends to have an even greater effect on human activities, to the point where the metric becomes an integral part of the process.

The Hawthorne Experiments [12] found that the act of paying attention to a group of workers tends to increase their productivity, regardless of whether positive or negative changes are made to their environment. This has been used in schools of thought in management as a tool for increasing productivity. To do so is directly counterproductive to the scientific measurements that are desired in true software metrics. If a scientist excited a system with a laser beam for the purposes of "measurement", knowing that it would improve the system's desired behavior, no one would take his measurements seriously. 

The same principle applies to software engineering: it is already known that observing a system changes it, and scientists want to limit this change. To make these changes deliberately is completely opposite to the intent of software metrics. A high-profile metrics initiative, with the goal of changing people’s behavior, may be an effective management tool but the data it provides have no predictive qualities and must not be included in forecasting models that are intended to make accurate predictions.

6 Predictive Limits

Software development models with truly accurate predictions of the future may be beyond our grasp; the true length of time it will take to develop software may only be known after it has already been developed.

Lewis claims [9] that a predictive model can never predict the complexity of a program longer than the modeling software itself. Lewis's arguments are sound, but would only apply to the actual act of using a program to estimate another program without input from a human expert. There is a useful application of this theory in artificial intelligence, of which Bartle [3] gives a good example.
A program utilizing Bartle's AI or a Knowledge-Based Management System (KBMS) [1] might have a set of nodes large enough to estimate a wide range of programs by actually creating them. It could find a path through its nodes that performs the desired task, then 'export' the path as an executable program. 

This is, of course, not prediction but actual execution: the development of a program that would satisfy the requirements. The resulting program could be used as an upper bound for actual development, being too large and, more likely, too slow to be used as release code. Such a system could also be useful as a prototype. More importantly, it is not truly predicting the size of a project, only retrodicting one possible outcome. 

But we do not rely upon computers to do our estimation. As described in Hofstader [7], human beings look for patterns outside the task at hand, insights into how to solve a problem most efficiently.
Finding the shortest path through the AI nodes is a manifestation of the Traveling Salesman Problem, a solution for which has not been found [2]. Since we cannot prove that a given path through the nodes is shortest, we cannot prove that a given program is the shortest possible one. Thus our estimation capabilities are further limited.
This AI example illustrates the tendency for every step we take toward estimating a software solution to a problem to be a step toward solving the problem itself.

As Lewis indicates later[10], just because objective software estimation is impossible does not mean that all software estimation is a fruitless endeavor. Rather, it asserts that subjectivity in software estimation is not only ethical, but necessary, as humans try to step outside of Hofstader’s box [7] and intuit a solution to software problems.
The question is whether these tasks can be accurately estimated before they are actually carried out. As Zyda says [15], "Since no one had tried such a thing, the only way to assess the idea was to actually plan and build a game."
Yet we also intuitively understand that an experienced programmer can have an idea of how long a project will take without sitting down and writing it. The very act of software testing and debugging involves solving the problems that were not anticipated, yet we also make estimates for how long it will take.

Code reusability may provide a step toward the path of accurate software estimation. Suppose a sufficiently large number of programming routines and/or objects existed to allow a person to write any program simply by assembling the objects in the proper order, and that all objects executed properly with no failures or integration issues. Given a new problem, the person (allowing for no mistakes) would know the required objects and would be able to give a solution by writing them out. 

Again, this is not estimation but actual execution. Lewis goes further [10] and notes that any previously-solved problem need not require a new program, only a digital copy of an existing program. Perfect code reusability is a similar solution, a short assembly of existing objects in lieu of an original program. If software engineering moves towards this model, then the ideal of accurate estimation becomes possible. But if, as Lewis goes on to say, a programmer is presented with a  new, unique problem, then by definition it cannot be estimated objectively because the solution is not known. Again, estimation becomes more accurate as it transitions toward actual implementation.

For example, see the projects that computer programming students are assigned. An instructor knows the solution (or at least one solution) to the problem, and thus can make an accurate estimate of how long it should take to solve the problem if the student has mastered the material, as evidenced by how long the instructor gives the student to work on the project. Students, for their part, make an estimate whenever they do not sit down and implement an assignment immediately; they estimate that it will take less than the time between the present and the deadline.
There is a definite lower limit on software estimation: the distinction between a finite period of time and an unbounded period. The statement “We can do this project in X weeks” begins with “we can do this project”. The estimator asserts that the problem is technically feasible (even if it is part of a demonstration/validation phase) and implies that it has not been done yet (prediction). 

Credible refinements of the estimate are based upon an improved understanding of the problem and how its solution will be implemented.
7 Process Limits

Finally, there are the outer limits of the usefulness of software metrics, ones which involve the implications of observing human beings with an eye towards predicting their behavior.

Grady and Caswell [6] note that "One of the most frequently voiced concerns for metrics collection is that engineers don't like to be measured." To treat this dislike as only a management issue, with some complete solution, does not address the underlying nature of collecting metrics in software development.

Grady and Caswell once related a story to their software metrics council [6] about a functional manager who approached a project manager who was collecting productivity metrics and suggested that they be used for performance evaluation. The project manager pointed out that if they used the data in that way, engineers would report metrics differently. Two of the managers on the council though that Grady and Caswell were talking about their division, when in fact they had heard the story from a third.
The purpose of collecting metrics in the realm of software development is to gather data to feed into a model of behavior. This model will lead to management choices intended to change people's behavior. When people in the system learn of this activity, free will leads them to decisions and actions which are not dependent on the decisions of others, and thus are outside of the model. 

Note that the Hawthorne Experiments' positive effect on productivity is believed to arise from paying attention to employees' efforts, not from the paranoia of being monitored. Positive or negative, neither effect leads to accurate metrics data.

Making assurances to software developers that their privacy will be protected is necessary for the collection of accurate data, but is not sufficient. Software developers, by definition, are educated humans with well-developed capacities for critical thought. They will see the larger picture, that decisions will be made based on these metrics, and will report metrics in a way that they believe is in their long-term interest. 
Lucas made similar observations in the field of economics. In his critique [11] on using econometrics (economic metrics) in formulating policy, he asserted that the success of econometric models in short-term prediction is no indicator of how useful they are for policy formulation. The Lucas Critique has some recommendations that those who are developing software metrics and models should take into consideration.
Lucas pointed out that using the behavior of a system under a certain existing state and a set of future external “forcing variables” (i.e. a "policy") to solve for the optimum set of forcing variables (the best policy) assumes that the underlying nature of the model does not change with the forcing variables, and that there is no basis for this assumption.
He asserts that most models do not take into account the difference between an entity that knows it is being modeled and one that does not. In his critique, he gives the example that most models can account for a change in the income tax, but cannot account for the foreknowledge of the taxpayers that this model is being used and cannot predict their behavior. As before, the people will see that they are in Hofstader’s box and will find ways to get out of it. 

Similarly, a software development team that knows of the existence of a metrics program will probably know which model is being used, when management decisions are being based on the model and how to present metrics that will give a more desirable outcome.
Lucas also pointed out that the developers of econometric models had a tendency to constantly refine their models as their predictions tended to be too high or two low. Lucas stated that this is not bad practice in and of itself, only that the existence of this practice implies that it will be going on indefinitely, causing the underlying equations of the model to "walk" as real time advances. Thus, by definition a model cannot be used for long-term predictions because its equations cannot be expected to remain constant over that time.

Lucas does not imply that the existing econometric models have no predictive capabilities. Rather, his critique is that the success of these models in short-term predictions should not translate into their use for long-term economic policy. Similarly, a manager should not use the parameters of existing models for software development in their search for some underlying truth that will affect their infrastructure choices. Those parameters must be expected to change with time.

For example, in the COCOMO software package [4] the effort multipliers can be modified in the middle of project estimation, and it is expected that this will happen. This does not nullify the utility of the model; it only urges caution in, for instance, taking the values of the different multipliers and quoting them in a presentation to justify an expensive purchase of CASE tools. The multipliers are likely to change and should be expected to.
8 Taxonomy in Practice

Once a taxonomy of the limits of software metrics has been identified, it can be applied to new metrics and critiques of existing metrics. 
For example, take the paper “Software Metrics: Ten Traps to Avoid” by Weiger [14]. In the paper, Weiger identifies ten common pitfalls of Software Metrics. The paper is not specific to any particular model or set of metrics. Let us examine each pitfall to see how the given taxonomy might apply to them.
Trap #1: Lack of Management Commitment

Weiger describes the conditions that may arise if management is not fully committed to a software metrics project. Weiger warns that “Overcoming resistance… is virtually impossible to accomplish from the bottom up, so the drive to succeed must come from senior management.”
Undoubtedly, this pitfall comes from the realm of human interaction. To identify it within the taxonomy, one would need to determine why management is opposed to the metrics plan. If the reason is a lack of resources, then it is an economic limit. If the reason is concern with how the employees will act if they know their performance is monitored, then it is an observational limit. If the problem lies with employees who do not want to be measured (or managers sympathetic to them), then it is process-limited in nature. Identifying the type of obstacle is the first step to overcoming it.
Trap #2: Measuring too Much, too Soon

Weiger’s second warning is that a metrics program will try to measure too many things and managers will complain about how much resources are being used.

The nature of this pitfall is definitely economic. Designers of metrics programs would also do well to watch the observational limits of having too many metrics, as the metrics program overshadows the existing processes (documented or not) of software development.

Trap #3: Measuring too Little, too Late

This pitfall seems to be a collection of problems that arise from measuring too few metrics. While the taxonomy can offer little advice for a program losing momentum, one danger is definitely observational in nature. Weiger’s advice, “A metrics program has the potential to do actual damage if too few dimensions of your work are being measured… I can write code very fast if the quality is not important,” is definitely a concern.
Trap #4: Measuring the Wrong Things

This trap is concerned with metrics that measure the wrong things, that do not advance the goals of management and the organization. This trap does not fit into the taxonomy as presented here, and must be left as-is. As Weiger says, “Force-fitting an existing solution to a specialized problem will not necessarily give you the high-quality information you need.”
Trap #5: Imprecise Metrics Definitions
The danger of this trap is that a metric will be interpreted differently by various stakeholders; thus, the measures taken are inconsistent. This is a fidelity limit, and the designer of the metrics program should consider the importance of applying the representational theory of measurement.

Trap #6: Using Metrics Data to Evaluate Individuals

This pitfall is fairly straightforward but, as seen at Hewlett-Packard, presents a great temptation. Employees who know, or who perceive, that metrics data will be used personally for performance evaluation will skew the data to present themselves in the best light.
This metric falls within the category of process limits, and the importance of the issue is clear even if the relevant values are in dispute. If nothing else, using measures in this way must invalidate them from a scientific standpoint.

Trap #7: Using Metrics to Motivate, Rather than Understand
Weiger brings the Hawthorne Experiment back to the fore with this trap caused by observational limits. Managers know that employees who are observed will perform better, not only because of concerns over performance evaluation but because they appreciate the attention.

Note that the Hawthorne Experiment is presented as a positive tool in schools of human resource management. Software engineers who wish to collect accurate scientific data must be vigilant against having metrics initiatives co-opted for purposes of social engineering.
Trap #8: Collecting Data That Is Not Used

With this warning, Weiger mentions that people do not like to have their time wasted, and that collecting measures without using them can be very demoralizing to those who must do the collecting.
This trap is not a conflict of values (process limit); rather it is an aspect of sustaining a metrics program and does not fall within this taxonomy of limits.
Trap #9: Lack of Communication and Training

In this pitfall, Weiger emphasizes the importance of communication and training as a tool for overcoming the uncertainty people may feel about a new metrics program. 

This pitfall is a manifestation of the process limits to metrics, the desire of people not to be measured, and Weiger’s recommendation is good practice.

Trap #10: Misinterpreting Metrics Data

Weiger’s final trap describes the dangers of overreacting to metrics data as it comes in, or that “serious problems may be ignored by those who don't want to hear bad news.”

While, at first glance, “Misinterpreting Metrics Data” may seem to be a fidelity limit, the problems he describes may be a process limit that Lucas warns against in his Critique. Lucas mentions the tendency of econometricists to modify their models as new data comes in; Weiger’s advice is to wait for the long-term trends before making major decisions.
9 Conclusion

A discussion on the limits of software metrics should not dissuade one from developing predictive models and collection procedures. Rather, recognition of the limitations of software metrics allows one to apply critical judgment to the claims made about new predictive models and develop useful models within these limits.
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